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Abstract—Governments and ISPs have been increasingly en-
forcing strict censorship regulations over the last decade. This
has led users to rely on VPN solutions to bypass content
restrictions. In response, censors have begun blocking VPN
connections through active probing and passive traffic analysis.
Now, VPN providers are deploying protocols with probe-
resistant features to avoid being detected by censors.

In this paper, we find that commercial VPN providers
often deploy a collection of VPN protocols—including probe-
resistant protocols like WireGuard and probe-sensitive proto-
cols like IKE—on the same server. We show this coexistence
leads to a weak-link vulnerability that can be abused by an ad-
versary (censor) to identify and block VPN proxies. Moreover,
we find that the weak-link vulnerability is unfortunately over-
looked and prevalent in most popular VPN providers including
ProtonVPN, NordVPN, and Surfshark. In our analysis of 13
VPN applications, we discover that the weak-link affects 90.1%
of analyzed servers hosting probe-resistant protocols, with 9
providers exhibiting it in more than 95% of their servers.
We find that the weak-link affects servers running WireGuard
at least 90% of the time, while NordWhisper, a censorship-
oriented proprietary VPN protocol, is affected in 99.2% of
servers. Further, we analyze four providers deploying double-
hop topologies and find that their entry servers remain exposed
to the weak-link vulnerability, providing censors with a directly
reachable point for identifying and blocking the connection.
Finally, we demonstrate how censors can exploit the weak-
link vulnerability to identify additional VPN infrastructure,
including otherwise probe-resistant servers.

1. Introduction

Governments and Internet Service Providers (ISPs) have
been increasingly enforcing censorship regulations over the
last decade [1]–[6]. These regulations have led users to
seek and adopt commercial VPN services to bypass restric-
tions [7]. As a result, censors are now proactively detecting
and blocking VPN usage. For example, the Turkish govern-
ment recently blocked 16 commercial VPN providers [8].
Similar reports have emerged from multiple countries, in-
cluding India, Russia, Cuba, Venezuela, and Uganda, ex-
hibiting the global relevance of the problem [9]–[13].

To detect VPN connections, censors often rely on ac-
tive network analysis [14], [15]. Such techniques employ
active probing to identify VPN servers by collecting server
metadata, service banners, certificates, and other externally

Figure 1: Circumvention advertising examples [23], [24].

observable network characteristics to infer VPN usage [16],
[17]. In practice, the low cost of active probing-based
blocking techniques makes them easy to implement and
therefore widely accessible to censors of all sizes [18], [19].
In response, VPN providers, such as Proton VPN, have
widely advertised their enhanced resistance to detection and
censorship circumvention capabilities (Figure 1).

To ensure these protections, VPN providers are increas-
ingly adopting VPN protocols designed to resist active
probing. For example, newer OpenVPN deployments can
silently drop packets from unauthorized clients [20]. Sim-
ilarly, WireGuard is designed to remain unresponsive to
unauthenticated probes and does not reveal its presence to
peers that cannot successfully authenticate [21]. Consistent
with these design goals, prior work has found such protocols
difficult to identify through active measurements in the wild,
even when conducting Internet-scale scans [22].

In this paper, we explore whether the increased adoption
of probe-resistant protocols by commercial VPN services
prevents censors from fingerprinting their VPN infrastruc-
ture. Surprisingly, we find that VPN providers frequently
co-deploy probe-resistant protocols alongside protocols
that remain susceptible to fingerprinting. This coexis-
tence could potentially create a weak-link vulnerability that
can be abused by censors to detect and block the VPN infras-
tructure. To further investigate the weak-link vulnerability,
we focus on three key questions: (1) How prevalent is the
weak-link vulnerability in popular VPN applications? (2) To
what extent does the weak-link vulnerability undermine the
effectiveness of probe-resistant VPN protocols and modern
VPN topologies? and (3) How can an adversary weaponize
the weak-link vulnerability to fingerprint VPN providers’
infrastructures at scale?

Our findings show that the weak-link vulnerability rep-
resents an ecosystem-level problem that enables the finger-
printing of provider-wide VPN infrastructure. We explore
the implications of the weak-link vulnerability through a
comprehensive assessment of 13 popular VPN providers,
including NordVPN, McAfee, and Surfshark. By reverse
engineering the VPN applications’ APIs, we enumerate



72,887 servers and identify the protocols they support to
assess the weak-link vulnerability. We find that 45,767
(83.41%) of the 54,869 scanned VPN servers are sus-
ceptible to fingerprinting by censors, impacting more than
500 million users. Concerningly, 9 out of 13 providers
have over 95% of their infrastructure vulnerable to
the weak-link. We unveil worrying deployment practices
causing this vulnerability, such as providers co-deploying
WireGuard with probe-sensitive protocols over 90% of the
time. In addition, we find that censorship-oriented proto-
cols like Shadowsocks and Xray are also impacted by
the weak-link, making them ineffective for their primary
use case. Further, we find that NordVPN’s circumvention-
oriented proprietary protocol (NordWhisper) is vulnerable
to the weak-link 99.2% of the time.

VPN providers are also adopting double-hop routing to
provide additional privacy and security properties to VPN
connections, including greater resistance to censored envi-
ronments. We find that exposed entry nodes allow censors to
identify and block double-hop connections even when exit
nodes remain protected. We also contextualize these findings
using providers’ claims of obfuscation, protocol security,
and double-hop deployments. Finally, through case studies
of three additional VPN applications, we demonstrate that
the weak-link vulnerability can be leveraged to further im-
pact servers that are technically probe-resistant.

In summary, our main contributions are:

• We develop a data collection pipeline to enumerate
VPN infrastructure by reverse engineering VPN appli-
cations’ APIs, allowing us to identify 72,887 servers
across 13 popular VPN providers (§3 and §5).

• We measure the susceptibility to fingerprinting of VPN
infrastructures and analyze how their exposure contra-
dict obfuscation claims (§4.1 and §5.1).

• We expose the weak-link vulnerability in servers
hosting probe-resistant VPN protocols, enabling
infrastructure-level detection despite protocol-level ob-
fuscation (§4.2 and §5.2).

• We show that the weak-link vulnerability affects
double-hop configurations by exposing entry nodes that
can be directly blocked by censors (§4.3 and §5.3).

• We demonstrate that the weak-link vulnerability
enables large-scale identification and blocking of
provider-specific VPN infrastructure, and responsibly
disclose our findings to affected providers (§6 and §7).

Call for Action: Our results show that the weak-link vulner-
ability is a systemic issue in the VPN ecosystem. However,
unlike other security challenges, which require complex so-
lutions, protecting against the weak-link is straightforward:
Do Not Coexist. As such, providers should remove support
for fingerprintable protocols. When this is not feasible due
to backward compatibility, they should isolate and avoid
deploying fingerprintable protocols alongside their probe-
resistant counterparts. We have reached out to the investi-
gated VPNs and we will continue reaching out to additional
providers to make them aware of our findings.
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Figure 2: The Weak-Link Vulnerability: censors detect VPN
servers via observable protocols and then blocklist them,
affecting users connected through probe-resistant protocols.
Figure inspired by [25].

2. Background and Overview

We begin by describing the censor threat model and
define strong vs weak protocols from a server-side observ-
ability perspective, which we use throughout the paper.
Then, we outline our approach to examine the weak-link
vulnerability and evaluate its impact on commercial VPN
infrastructures.

2.1. Censor Threat Model

We assume a realistic censor (i.e., ISP or government)
that seeks to identify VPN connections within its controlled
autonomous systems (AS). The ultimate goal of the attacker
is to detect and disrupt VPN connections by blocking VPN
servers [8], throttling Internet speeds [26], and applying
differential treatment [27].

The censor can observe network traffic within its con-
trolled networks to identify the remote servers contacted by
clients and subsequently perform follow-up probes against
those servers. In particular, the censor is capable of crafting
stateless probes with protocol-specific signatures to iden-
tify probe-sensitive VPN protocols, following techniques
described in prior work [18], [28]. Then, the censor exploits
the weak-link vulnerability to impact servers hosting probe-
resistant protocols, as illustrated in Figure 2: (1) the censor
probes servers that expose probe-sensitive protocols; (2)
once a VPN service is identified, the corresponding server IP
is added to a blocklist; and (3) subsequent client connections
to the flagged IP are blocked.

This paper focuses on detecting VPN infrastructures
through active probing. Although censors may use other
techniques (e.g., deep packet inspection) to detect VPN
connections, such attacks are beyond the scope of this work.
While undetectable communications are essential for a VPN
to circumvent censorship, resistance to active probing is
equally important, as adversaries can otherwise identify and
block its infrastructure, motivating the focus of our work.
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Figure 3: Packet authentication failure semantics in VPN
protocols under invalid pre-shared keys (PSKs). Under au-
thentication failure, weak protocols respond with protocol-
specific responses, whereas strong protocols provide non-
informative responses (i.e., silent drop or decoy).

We assume the censor does not rely on sophisticated
probing techniques that detect “probe-resistant” VPN proto-
cols [17]. While some nation-state censors, such as the GFW
of China, possess the resources to employ state-of-the-art
probes to detect obfuscated protocols [16], our threat model
focuses on low-cost, scalable, and easy-to-deploy techniques
that can be adopted by censors of all sizes [18].

2.2. Strong and Weak Protocols

Throughout this paper, we use the terms strong and weak
to refer to VPN protocols based on their server-side suscep-
tibility to fingerprinting, which enables censors to classify
them as VPN infrastructure. Specifically, as illustrated in
Figure 3, we classify protocols according to their behavior
when faced with unauthenticated probes or invalid pre-
shared keys (PSKs). In particular, we distinguish between
non-informative responses, which reveal no protocol-specific
information (Fig 3a), and informative responses, which ex-
pose protocol-specific semantics (Fig 3b). Table 1 introduces
the strong and weak protocols covered in this work, describ-
ing their probe resistance behavior under unauthenticated
probes, and whether they are modern or deprecated.

We define strong protocols as those that are probe-
resistant to Internet scanners. They exhibit non-informative
behavior, such as silently dropping packets or mimicking
other protocols, when receiving unauthenticated probes. This
includes modern VPN protocols such as WireGuard and
OpenVPN∗ (an enhanced OpenVPN configuration using
the tls-auth/tls-crypt directives [20]), proxy-based
systems such as Xray and Shadowsocks, or proprietary
solutions (NordWhisper). We emphasize that strong does not
imply cryptographic unbreakability, but rather the presence
of obfuscation semantics that hinder protocol identification.
As a result, strong protocols make it more difficult to detect
VPN infrastructure, enabling their use for bypassing content
restrictions and censorship. In Table 1, these protocols are
marked with ✓ in the PR column.

In contrast, weak (probe-sensitive) protocols do not
implement obfuscation and therefore expose informative
responses under active probing. Using protocol-specific
probes, these protocols can be fingerprinted due to their
deterministic behavior (e.g., returning protocol-specific mes-
sages or errors). This category includes both modern but still

Protocol Class PR Probe Behavior

� WireGuard Modern ✓ Silent drop [21]
� OpenVPN∗ Modern ✓ Silent drop [20]
� OpenVPN– Modern × Exposed TLS handshake [32]
� Xray Modern ✓ HTTP decoy [33]
� Shadowsocks Modern ✓ Silent drop [34]
� NordWhisper Modern ✓ Undocumented/proprietary [35]
� IKEv2 Modern × Visible handshake [36]
� IKEv1 Deprecated × Visible handshake [37], [38]
� L2TP Deprecated × Control-channel reply [39], [40]
� PPTP Deprecated × Control-channel reply [39], [41]

� VPN � Proxy/Obfuscation PR = Probe-Resistant
OpenVPN∗ = tls-auth/crypt OpenVPN– = no control-plane auth

TABLE 1: Comparison of protocols based on their resistance
to active probing.

fingerprintable protocols, such as OpenVPN– (the default
configuration of OpenVPN which lacks control-plane au-
thentication) and IKEv2, and deprecated protocols, such as
IKEv1, PPTP, and L2TP, which are no longer recommended
due to known vulnerabilities [29]–[31]. In Table 1, these
protocols are marked with × in the PR column.

2.3. Approach Overview

Understanding the weak-link vulnerability requires us to
contextualize the visibility of the censors into VPN infras-
tructures and their ability to use active probing to fingerprint
them. This necessitates that we enumerate VPN servers
of commercial VPN providers and identify the underlying
deployed protocols. Below, we describe our approach for
identifying the vulnerability and measuring its impact on
strong protocols and double-hop deployments.

We begin by describing our data collection pipeline
to comprehensively enumerate commercial VPN servers
and identify strong and weak protocols (§3). Afterward,
we introduce three analysis dimensions of the weak-link
vulnerability (§4). Next, we present our dataset selection
criteria and the results of our data collection and analysis
(§5). Then, we demonstrate how our findings can be lever-
aged to move beyond individual server exposure to impact
probe-resistant servers at scale (§6). Finally, we discuss the
recommendations, the real impact of our findings, and how
we responsibly disclosed to the affected providers (§7).

3. Data Collection Pipeline

The goal of this section is to describe the pipeline used
to collect a ground-truth dataset of VPN servers and the
protocols they support, providing the foundation for our
analysis of the weak-link vulnerability. To achieve this, we
develop a three-stage data collection pipeline depicted in
Figure 4: (1) Network Collection, to capture application
layer traffic containing comprehensive server lists; (2) Server
Enumeration, to systematically identify and enumerate VPN
servers over time; and (3) Data Augmentation, to identify
strong and weak protocols, and collect obfuscation claims
to contextualize the weak-link analysis.
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Figure 4: High-level data collection pipeline: (1) we execute VPN apps and capture traffic logs that contain server lists; (2)
we reverse-engineer app behavior and automate daily server enumeration; and (3) we augment the collected servers with
Internet-wide scan data to identify exposed services and attribute protocols to VPN servers.

3.1. Network Collection

To study the weak-link vulnerability, we first need a
comprehensive VPN server corpus. In this stage, we extract
server lists directly from VPN applications, providing a
starting point for infrastructure enumeration. Prior work
has enumerated VPN servers by mimicking censor behavior
through active probing [18], [22]. However, this approach
has several limitations as it fails to identify VPN servers that
only host strong protocols or servers that apply enhanced ob-
fuscation mechanisms. Therefore, instead of probing servers
directly, we analyze VPN clients’ interactions with their
backend infrastructure to determine how server information
is retrieved, thereby constructing a ground-truth server list.

We describe an abstract flow of how a VPN client
interacts with its backend to obtain the server IP address and
establish a VPN tunnel (Figure 5). First, the client contacts
the backend API to request information about available
servers. Second, the backend replies with server metadata,
such as IP addresses, domains, and supported protocols,
often including a full server list used to populate the app’s
interface. Third, the client connects to a selected VPN
server and tunnels all user traffic. Fourth, the VPN server
decapsulates the traffic and sends it to its final destination.
We collect comprehensive and ground-truth lists of VPN
servers from the backend API responses sent to the client.

Experimental Setup. To conduct a representative study,
we utilize a device environment that captures a large portion
of the VPN ecosystem. Recent reports estimate that 89%
of users access VPNs from mobile devices [42], making
mobile VPNs the most relevant platform for our study.
Within the mobile ecosystem, in 2026, Android accounts
for approximately 68% of the global mobile market [43].
Additionally, other mobile operating systems have smaller
market shares (Linux) or are inaccessible for device instru-
mentation required for this study (iOS). Therefore, we select
Android as our primary platform to analyze VPN servers.

We use Genymotion [44] to emulate a rooted Pixel XL
running Android 14. Although some applications may detect
emulated environments and exhibit different behavior [45],
our experiments across the full app corpus show that the

targeted API requests are device-independent, resulting in
consistent backend responses across device architectures.
In addition, we configure mitmproxy [46] in transparent
mode to capture HTTPS traffic and use Frida [47] to by-
pass SSL pinning techniques. We also use Frida to bypass
root detection, environment emulation checks, and debugger
checks to ensure consistency with production behavior.

Step 1: App Execution. During application runtime, we
identify specific events that trigger server list requests. We
discovered three primary cases: (1) On startup: the client
automatically sends a GET/POST request to the backend
to populate the user interface (UI); (2) Server list view: a
lazy-loading approach where the request is made when the
user opens a UI view that contains all supported servers; (3)
Tunnel establishment: the application is forced to request
server details when initiating a VPN connection.

To ensure that the server list is sent to the client, we
attempt to trigger these requests across all applications. For
premium ones, we attempt to trigger the request with the first
two events when possible. If the server list is transmitted,
we then purchase the paid plan for subsequent analysis.

3.2. Server Enumeration

We utilize VPN APIs to systematically enumerate each
provider’s infrastructure. However, relying on a single server
list response may limit our visibility into VPN infrastruc-
tures: providers may only transmit a subset of their total
server fleet or provide a fixed set of results (e.g., only
four servers per response). To mitigate these constraints
and ensure maximum coverage, we perform these requests
periodically (i.e., daily). This longitudinal approach allows
us to aggregate fragmented responses into a comprehen-
sive map of their VPN infrastructure. Because each VPN
provider employs a distinct backend architecture, the request
logic used to retrieve server information must be reverse-
engineered. We therefore begin by describing our reverse-
engineering process, followed by our methodology for daily
server collection.

Step 2: API reverse engineering. We perform a manual
examination of the network traffic to identify how the mobile
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Figure 5: High-level overview of how a VPN works.

client requests server data. This step is necessary because
there is no generic method for infrastructure extraction
across different providers. For example, some applications
utilize unauthenticated GET requests to retrieve server lists,
while others require bearer tokens or API keys. By decom-
posing the communication logic, we ensure that we can
accurately replicate the client’s behavior to fetch compre-
hensive server data.

We recognize VPN servers by identifying the specific
request to the API endpoint that returns server metadata
(e.g., api.examplevpn.com/servers/all). In the
response body, we look for groups of IP addresses or do-
main names with descriptive characteristics, such as server
location or available protocols (see Figure 6). Once the
presence of infrastructure data is confirmed, we look for
all the required parameters, such as Bearer tokens or API
keys, required to make the request.

Step 3: Daily Server Collection. To ensure accurate
replication of the original requests, we use the Python
requests library and define identical headers, URL pa-
rameters, and body payloads for the server list request.
When these parameters are obtained dynamically, we repli-
cate all the previous requests needed for their generation.
For example, if an endpoint requires a dynamically gen-
erated API key for authorization, our script first calls the
appropriate endpoint to retrieve and assign that value. This
guarantees that our scripts do not use expired tokens or have
insufficient parameters that lead to inaccurate responses. For
applications that send region-specific server lists, we iterate
the country parameter to capture a comprehensive list of
available servers across all regions. To ensure our requests
do not create rate-limiting issues or affect the API endpoints,
we follow ethical recommendations by implementing five-
second delays between requests [48], [49].

Step 4: Domain Translation. While the majority of
VPN applications provide IP addresses directly in their API
responses, some utilize domain names as server identifiers.
This approach allows dynamically changing IP addresses or
implementing load balancing while maintaining a consistent
identifier. In these cases, we resolve each domain to its IP
address. To account for domains that resolve to multiple
addresses or utilize IP rotation, we perform DNS resolu-
tions for each domain every 10 seconds. We terminate the

{
"servers": [
{

"hostname": us-abq-01.example.com,
"ip": 192.0.2.10,
"country": US,
"city": Albuquerque,
"protocols": [
WireGuard,
OpenVPN,
IKEv2

],
"load": 42

}
]

}

Figure 6: Illustrative VPN backend API response containing
server metadata and supported protocols.

collection for a specific domain after 30 seconds without
discovering any new IP.

3.3. Data Augmentation

Quantifying the weak-link vulnerability requires under-
standing the strong and weak protocols running on the VPN
servers. In this subsection, we explain how we identify
these protocols and collect providers’ obfuscation claims to
contextualize our findings.

Step 5a: Strong Protocol Attribution. The attribution
of strong protocols to VPN servers is a key aspect of
this work. Since strong protocols implement probe-resistant
mechanisms, it remains challenging to attribute their avail-
ability to a specific infrastructure. Consequently, there is
limited understanding of the real-world adoption of these
protocols. To map strong protocols to VPN infrastructure,
we first inspect the network logs for patterns indicating the
protocol specificity of each server (see Figure 6). For exam-
ple, when an API endpoint exposes server metadata—such
as location, user load, or domain names—it also includes
the supported protocols, which we use to construct a map
of potential protocol usage. We then confirm protocol usage
through different approaches: identifying application-layer
packets that link a strong VPN protocol to a specific server
or detecting protocol-related public keys to infer the protocol
in use. For example, during a WireGuard connection, the
network response included a Curve25519 key that was
later observed being used by a WireGuard process. Addi-
tionally, we analyze cached protocol configuration files con-
taining server addresses, as well as system logs (i.e., logcat),
to extract protocol-specific information that corroborates the
use of these protocols.

Step 5b: Weak Protocol Identification. Similar to
previous studies [50]–[54], we use Censys [55], an Internet-
wide scanner, to obtain information about open services in
the collected VPN servers. Censys implements specialized
probes to detect weak VPN protocols, making it relevant to
the scope of our work. We query the Censys dataset for our
identified VPN servers to extract open ports, service names,
and Censys tags used for infrastructure classification like
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“VPN” and “Proxy”. Crucially, we take advantage of their
historical dataset to ensure scan results correspond to the
period when the servers were actively managed by the VPN
providers and avoid mischaracterizing their infrastructure.
With this approach, we approximate censors’ active probing
capabilities for detecting these protocols. It is important to
note that Censys does not detect the strong VPN protocols
described in Table 1.

Step 6: Claims Extraction. Commercial VPNs promi-
nently advertise censorship circumvention assurances to at-
tract users [56]. Yet, the truth behind these claims is often
opaque as they depend on infrastructure-level choices—
including whether servers can be identified and targeted
by adversaries. To contextualize our analysis, we manually
extract claims that characterize the provider’s assurances
from three different sources: (1) screenshots of the appli-
cations’ UI, (2) the provider’s official website and support
documentation, and (3) Playstore descriptions.

4. Analysis

After enumerating VPN servers and their available pro-
tocols, we examine the implications of the weak-link vulner-
ability from three key dimensions: (1) the fingerprintability
of servers operated by popular VPN providers (§4.1); (2) the
impact of the weak-link vulnerability on infrastructure host-
ing strong protocols (§4.2); and (3) the extent to which the
weak-link vulnerability affects the observability of double-
hop deployments (§4.3).

4.1. Infrastructure Observability

As VPNs have evolved to circumvent strict censorship
measures, they are increasingly expected to resist detection
by censors. This protection relies heavily on preventing
fingerprinting of the VPN services hosted on their servers.
Failing to provide effective obfuscation can expose users to
differential treatment attacks [27], bandwidth throttling [26],
and legal repercussions [57]. These issues are particularly
concerning, as users place their trust in VPN providers to
avoid these risks.

In this analysis, we examine the fingerprintability of
servers operated by popular VPN providers. Specifically, we
check whether providers maintain deployments that resist
active probing. To this end, we utilize an off-the-shelf active
probing service (Censys) to understand the visibility of VPN
servers to a censor. We emphasize the identification of three
critical pieces of information: (1) the use of standard ports
by VPN protocols, such as 500/4500 (IKE), 1194 (Open-
VPN), 1701 (L2TP), and 1723 (PPTP); (2) the adoption of
protocols on non-standard ports; and (3) the classification
of VPN infrastructure by Internet-wide scanners using a
“VPN” label. Finally, we contextualize our results using
providers’ claims of server obfuscation to assess whether
they uphold their guarantees of undetectability.

4.2. Strong-Weak Coexistence

In the previous subsection, we quantify infrastructure
observability from a censor perspective. In this analysis, we
look deeper into deployment practices to understand whether
providers allow strong protocols to coexist alongside weak
protocols, creating the weak-link vulnerability.

VPN providers are increasingly adopting strong VPN
protocols, such as WireGuard and OpenVPN∗, to take ad-
vantage of their improved security and obfuscation proper-
ties [58]. In parallel, proxy protocols such as Shadowsocks
and Xray are also gaining adoption due to their built-
in obfuscation capabilities, refined through long-term use
in censorship-circumvention settings [15], [59]. This has
led VPN providers to discontinue support for deprecated
protocols, such as PPTP, L2TP, and IKEv1 [31], [60].
Additionally, modern yet fingerprintable protocols, such as
IKEv2 or OpenVPN–, are being phased out [61], [62].

Unfortunately, to this day, despite claims of discontin-
uing weak protocols, we find that VPNs continue to sup-
port these weak protocols, often deploying them alongside
strong protocols. This coexistence can undermine the probe-
resistant properties offered by strong protocols. As explained
in §2.1, a user may establish a VPN connection using
WireGuard (strong) while the same server also supports
IKEv2 (weak). Although the censor cannot directly detect
WireGuard, the coexistence of IKEv2 may expose the server
to detection and ultimately lead to its blocking.

To study the prevalence of the weak-link vulnerability,
we pair each strong protocol with each weak protocol
observed on the same VPN server, generating (strong,
weak) tuples. For example, if a VPN server hosts Wire-
Guard (s) and IKEv2 (w), we generate the tuple (s, w). We
then quantify the coexistence ratios for each strong-weak
protocol pair by calculating the proportion of servers with
strong protocols that simultaneously deploy weak protocols.
For each strong protocol s and weak protocol w, we compute
the coexistence ratio as:

Rs,w =
|Ss ∩ Sw|

|Ss|
,

where Ss is the set of servers hosting strong protocol s, and
Sw is the set of servers exposing weak protocol w. Using
these ratios, we examine which strong protocols are mostly
affected. Finally, we contextualize our findings using VPN
providers’ claims about protocol security.

4.3. Double-Hop Exposure

Double-hop architectures are designed to provide ad-
ditional security and privacy benefits, and some VPN
providers advertise them as offering enhanced resilience in
censorship-related scenarios [63]. As shown in Figure 7, a
double-hop setup routes traffic through two distinct servers:
the client first connects to an entry server (IP A), which
redirects traffic to an exit server (IP B). A web service then
sees the incoming request as originating from IP B.
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Figure 7: Double Hop Architecture: The VPN client (User
Device) connects to an Entry VPN Server with an IP address
A. Then the VPN redirects traffic to a second VPN server
with IP B, which will be the public IP of the connection.

The double-hop design separates the client-facing entry
server from the public-facing exit server, ensuring that no
single endpoint directly observes both sides of the connec-
tion. VPN providers are starting to implement double-hop as
their default network routing. From a censorship perspective,
however, the entry server remains particularly important
because it is the endpoint directly contacted by the user. If
the entry node exposes a fingerprintable protocol, a censor
observing the user’s network can identify and block that
server even when the exit node remains protected. We there-
fore investigate how weak-link exposure differs between the
entry and exit components of double-hop deployments.

Topology Inference. For our analysis, we define a
double-hop architecture as one where A ̸= B. Because the
client only needs the entry IP (A) to establish a tunnel,
the exit IP (B) is rarely included in API responses. Con-
sequently, using only strong protocols, we perform at least
50 manual connections to map A to B. To identify entry
IP A, we examine the network packet generated during the
server connection phase. Specifically, when a user selects a
specific server or clicks the “connect” button, the application
typically requests mandatory connection data from the API,
such as keys, credentials, and the endpoint IP (A). To find
exit IP B, during a tunnel connection, we query popu-
lar IP lookup services (i.e., whatsmyipaddress.com,
api.ipify.org) and check the application’s built-in UI
lookup (some applications show the public IP B in their
UI when a VPN connection is established). We exclude any
app where A = B from this specific analysis.

After forming these (A,B) pairs, we query Censys to
identify open services, ports, and labels for both endpoints.
Finally, we examine whether entry and exit nodes expose
weak VPN services to determine how the weak-link vulner-
ability affects the observability of different components of
double-hop deployments.

5. Results

This section presents the results of our systematic anal-
ysis of the weak-link vulnerability in commercial VPN
infrastructure. We begin by describing the VPN application
dataset used in our study. Next, we analyze these appli-
cations to assess the observability of their servers (§5.1),
evaluate the prevalence of the weak-link vulnerability within

Filtering Step #Apps Filtering Step #Apps

Initial App Corpus 51 Encrypted Payloads 13
Less 1M 2 Lack Protocol Info 3
Strong Anti-Analysis 19 Server List Reliability 1

Final App Corpus 13

TABLE 2: VPN Application Selection and Filtering. We list
the number of apps that meet the filtering steps.

their infrastructures that undermines their censorship cir-
cumvention claims (§5.2), and examine their impact on
emerging VPN topologies (§5.3).

VPN App Selection. We identified an initial pool of
51 VPN applications by manually querying for “VPN” in
Google Play Store. We retain only popular VPN applications
(i.e., apps with more than one million installs) to focus
on providers that are representative of the broader VPN
ecosystem and whose deployment practices affect a large
user population. We then execute each app in the network
collection module.

We remove any app that crashes during startup or em-
ploys strong anti-analysis techniques that cannot be by-
passed by standard Frida tools. Consequently, we reverse-
engineer the network traffic of 30 apps in our dataset to
identify API requests with the server list. Interestingly, some
applications add an extra encryption layer to their response
payloads, even though the responses are already transmitted
over TLS. While we can infer the responses containing the
servers, we cannot obtain the list of servers in plaintext. We
therefore exclude apps that encrypt their responses.

After these exclusions, we obtain a list of 17 VPN
apps. For these apps, we identify the endpoints that return
the server list to the client. Among these, three do not
expose the information required to attribute both strong and
weak protocols to their servers, which is necessary for our
analysis. We therefore remove them from our dataset.

Server List Reliability. For every app, we perform a
confirmation step to ensure the reliability of the server list.
Specifically, we manually establish 10 VPN connections and
inspect network traffic to ensure that connected servers are
included in the server list. During this validation step, we
find that one app publishes a server list but never uses those
servers in practice. Therefore, we remove that application
from the dataset.

We summarize the filtering process in Table 2. Table 3
further shows the final dataset containing 13 applications
with more than 500 million cumulative installations.

Daily Server Collection. We run the dataset collec-
tion pipeline from February 2025 to November 2025 (10
months). In total, we collected 72,887 VPN servers across
13 providers (see Table 3). We observe that McAfee Security
contributes the largest number of servers (40,850), represent-
ing ≈56% of our dataset. NordVPN has the second-largest
infrastructure (8,922 servers) and one of the largest user
bases (100M+ installs). In contrast, Instabridge—despite
being the most downloaded app in our dataset—maintains
a comparatively small server list (362). This may be be-
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Application Servers Installs Internet Scanner

Scanned Detected (%)

McAfee Security 40,850 (56.05) 50M+ 22,858 20,341 (88.99)
NordVPN 8,922 (12.24) 100M+ 8,917 7,496 (84.06)
CyberGhost VPN 5,436 (7.46) 10M+ 5,436 4,312 (79.32)
ProtonVPN 3,756 (5.15) 50M+ 3,756 1,175 (31.28)
Surfshark 3,472 (4.76) 10M+ 3,472 3,445 (99.22)
IPVanish 3,275 (4.49) 10M+ 3,275 3,275 (100.00)
Bitdefender VPN 3,275 (4.49) 1M+ 3,275 3,275 (100.00)
VPN99 1,760 (2.41) 1M+ 1,760 345 (19.60)
PureVPN 1,118 (1.53) 5M+ 1,097 1,093 (99.64)
Instabridge 362 (0.50) 100M+ 362 361 (99.72)
Browsec 332 (0.46) 10M+ 332 329 (99.10)
Zoog VPN 172 (0.24) 1M+ 172 169 (98.26)
VPN Germany 157 (0.22) 1M+ 157 151 (96.18)

Total 72,887 (100.00) 500M+ 54,869 45,767 (83.41)

TABLE 3: Distribution of VPN servers across applications,
including the number of installations and detection coverage.
Scanned denotes the number of servers queried using Cen-
sys. Detected denotes the number of servers that deploy a
weak protocol and are therefore fingerprintable. Highlighted
in red are instances with more than 95% detection rate.

cause VPN functionality is not the app’s primary feature.
The mean and median server counts are 5,607 and 3,275
servers, respectively, highlighting the large-scale and real-
world representation of the VPN ecosystem.

Strong Protocol Attribution. Recall that we perform a
protocol confirmation step, where we corroborate protocol
usage at the system and UI level (Step 5a in §3.3). In cases
where this corroboration was uncertain, we conservatively
refrain from attributing the protocol to the server. Addi-
tionally, when a server is initially identified as OpenVPN
(through client-side analysis) but is later fingerprintable by
Censys, we classify it as OpenVPN–; otherwise, we consider
it as OpenVPN∗. As a result, we successfully attributed
at least one strong protocol to 26,212 servers across all
applications. We find WireGuard being used in 11 out of
13, OpenVPN∗ in 6, ShadowSocks in 4, and Xray in 3
applications. The attribution results are shown in Table 5 in
the “Servers by Protocol” and “Strong Protocol” columns.

Notice that we only attribute strong protocols to 26,212
out of 72,887 servers. While this decrease seems consider-
able, this is mainly caused by apps that use domain names
as identifiers, where protocol details in the network logs
are provided per domain. In our conservative approach, we
limit attributing every resolved IP from the domain to the
domain-specific protocol. Instead, we only attribute a strong
protocol when the protocol is explicitly listed together with
the IP. We argue that this is critical for the accuracy of our
findings.

Weak Protocol Identification. We query each of the
identified VPN servers on Censys and retrieve the snapshot
for the day the IP address first appears in the server list. Due
to Censys’ credit limits and the number of servers operated
by McAfee, we could not cover every individual server
across all applications. Since we prioritize understanding the
weak-link over all the apps, we chose to randomly sample
56% of McAfee servers while keeping the coverage for the
other applications unchanged. Even after sampling, McAfee

Category Claims (Examples) App

Detection & Blocking “Hide the fact that you’re using a VPN” Surfshark
“Bypass internet censorship” Browsec

Protocol Security “fastest and most trusted VPN protocols” Zoog
VPN

“Stay secure and flexible with cutting-
edge VPN protocols”

PureVPN

Double Hop “multi-hop VPN for strict internet regu-
lation”

NordVPN

“A double VPN lets you enjoy the inter-
net freely”

Surfshark

TABLE 4: VPN security claims collected from app GUIs,
Google Play Store descriptions, and official websites.

remains the largest server list for any single application.
Additionally, we exclude servers for which Censys scan
retrieval failed (5 from NordVPN and 21 from PureVPN),
as the absence of scan data prevents us from reliably deter-
mining whether these servers are probe-resistant. In total, we
obtain exposed services for 54,869 (≈75%) VPN endpoints.

Claim Analysis. Understanding the claims made by
providers is important because marketing exposure shapes
VPN users’ mental security models [64], [65]. We find nu-
merous claims regarding infrastructure observability, secure
protocol adoption, and guarantees of double-hop topologies.
Table 4 lists two representative examples for each analysis
category. Concerningly, Instabridge provides minimal infor-
mation about its VPN functionality. Since VPNs create a
transfer of trust, this lack of transparency is alarming.

Next, we show the results of our three analysis verti-
cals and compare our findings with the security guarantees
offered by VPN providers.

5.1. Infrastructure Observability

In this subsection, we evaluate the fingerprintability
of servers operated by VPN applications. Particularly, we
showcase how the presence of weak protocols enables fin-
gerprinting, thereby violating security guarantees.

We present the detection rates at which VPN servers
can be classified as VPN infrastructure in Table 3. Overall,
83.41% of the scanned VPN servers expose at least one
weak VPN protocol, indicating that most of their VPN in-
frastructure remains readily enumerable by censors. Alarm-
ingly, eight applications (highlighted in red in Table 3)
exceed a 95% detection rate, highlighting the pervasive ab-
sence of effective obfuscation. While a large server footprint
may suggest more investment in user-facing infrastructure,
we find that McAfee remains detectable in 89% of cases
despite operating over 40,000 servers and serving more than
50 million users. Similarly, NordVPN exposes 84% of its
servers despite its widespread popularity among VPN users.

Infrastructure Sharing and Exposure. Additionally,
we find that VPN99 exhibits the lowest detection rate
(≈20%). We later examined VPN99’s servers and discov-
ered that 97% of their detectable servers (345) are shared
with Instabridge, which has a 99% detection rate. This
suggests that infrastructure sharing can lead to unintended
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exposure: a provider that deploys weak VPN services on
shared endpoints makes other apps’ infrastructure discover-
able too, even if they employ only strong protocols. This
is particularly concerning since prior work has found that
many VPN applications often share the same infrastruc-
ture [66], which can create collateral damage to other apps.

Use of Default Ports. Even worse, we find that all
IKEv2, IKEv1, L2TP, and PPTP services are deployed on
their default ports, with no obfuscation mechanisms in place.
OpenVPN– is the most prevalent protocol in the dataset, with
121,996 active services, and in several cases, it appears on
more than three distinct ports on the same server. IKEv2
follows with 42,652 active services, while IKEv1, L2TP, and
PPTP account for 1625, 276, and 167 services, respectively.
Alarmingly, this behavior has been widely studied, where it
remains critical to not deploy VPN protocols on standard
ports [18], [67].

Exposure to Censors. The prevalence of weak pro-
tocols such as IKEv2 and OpenVPN–, across major VPN
providers, enables censors to fingerprint their servers. A
major contributing factor to this visibility is the widespread
use of default ports, which suggests a lack of obfuscation
intentions. Even worse, many servers are already classified
as VPN infrastructure by Censys, creating a direct vector for
censors to leverage this information for VPN blocklisting.

Claims Analysis. Our findings directly contradict com-
mon Obfuscation claims by VPN providers, as listed in
Table 4. For instance, Surfshark states “hide the fact that
you’re using a VPN”, but a censor can fingerprint 99.22% of
their servers. Similarly, Browsec’s assurance of “bypass in-
ternet censorship” fails when they deploy weak protocols on
99.1% of their servers. This issue may also expose users to
real-world consequences in jurisdictions where VPN usage
is restricted. For example, in 2023, a Chinese programmer
was reportedly fined 1 million yuan for using a VPN [57].
Overall, advertising obfuscation without prioritizing obfus-
cation is misleading and potentially harmful to users.

Takeaway: Despite widespread claims of censorship
resistance, approximately 83% of VPN servers in our
dataset are vulnerable to detection by censors, with 8
applications exceeding a 95% detection rate. This shows
that VPN providers are vulnerable to large-scale finger-
printing and targeted blocking.

5.2. Strong-Weak Coexistence

In the previous subsection, we analyzed the infrastruc-
ture observability from a censor’s perspective. However, the
adoption of strong protocols should make servers resistant
to active probing, reducing their overall exposure to censors.
In this subsection, we aim to understand why VPN servers
remain detectable despite the adoption of strong protocols.

We find that this exposure stems from the weak-link
vulnerability, which arises from the coexistence of strong
and weak protocols on the same servers. Table 5 shows, for
each VPN application, the strong–weak coexistence ratio

and the corresponding dominant Weak-Link associated with
the strong protocols. The Unique Weak-Link column shows
the number of unique servers affected by the weak-link
vulnerability. Additionally, we highlight (in red) the appli-
cations whose dominant weak-link is a deprecated protocol.

Across all applications, the overall prevalence of the
weak-link vulnerability is 90.1% of all the attributed servers.
Alarmingly, 9 providers exceed a vulnerability rate of 95%,
indicating that it is uncommon among providers to deploy
only strong protocols. On the other hand, VPN99 exhibits
the best deployment behavior by having a relatively small
vulnerability rate (27.4%).

Dominant Weak-link. For six applications, the domi-
nant weak-link is IKEv2. Although this protocol is com-
monly marketed as “secure” due to its strong cipher ne-
gotiation and efficient tunneling [68], [69], its initial hand-
shake behavior enables straightforward infrastructure iden-
tification, making IKEv2 deployments visible to simple
probes [36]. However, we observe that some VPN apps
are starting to move away from this protocol. For example,
NordVPN has removed IKEv2 from its protocol offering
in its UI while still listing it as supported on its website,
suggesting an ongoing deprecation from the application.

The second most frequent weak-link is OpenVPN–,
appearing alongside strong protocols on more than 10K
servers. In practice, providers rarely provide descriptions
that distinguish the use of OpenVPN∗ (i.e., strong con-
figuration with tls-auth/tls-crypt) from OpenVPN–

(lacking control-plane HMAC authentication). This has op-
erational impacts, as OpenVPN– can be fingerprinted and
can enable DDoS attacks, whereas OpenVPN∗ mitigates
unauthenticated probing by silently dropping packets that
fail PSK-based authentication [20]. Their distinction is rele-
vant to users: if a user knows that a server uses OpenVPN–

instead of OpenVPN∗, they can prioritize selecting protocols
with real probe-resistant properties (e.g., WireGuard).

Impact on Modern Protocols. We present the accumu-
lated strong and weak coexistence counts across all applica-
tions in Figure 8. We find that WireGuard is coexisting with
weaker alternatives in 22,350 out of 23,928 servers (≈93%).
Even worse, across four applications, WireGuard servers are
vulnerable 100% of the time. Concerningly, this behavior
can harm users who choose this protocol, especially since
many providers market it as the “best” VPN protocol [70],
[71]. Hence, its high coexistence with protocols such as
IKEv2 (21,902 instances) and OpenVPN– (10,022 instances)
completely undermines one of its core design principles,
which is to remain silent to unauthenticated scanners [21].

Similarly, for 3 out of 6 apps implementing OpenVPN∗,
its server-wide undetectability remains largely ineffective.
Alarmingly, OpenVPN∗ servers for NordVPN, PureVPN,
and Zoog VPN are vulnerable to the weak-link in 84.2%,
98.7%, and 97.1%, respectively. Thus, deploying weak pro-
tocols alongside OpenVPN∗ undermines one of the configu-
ration’s intended improvements: resistance to active probing.
We argue that providers’ efforts to implement this enhanced
configuration are insufficient unless accompanied by ade-
quate infrastructure-wide obfuscation practices.
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Application Total
Servers

Strong
Protocol

Servers by
Protocol

Weak Protocol Identification [%] Dominant
Weak-Link

Unique
Weak-Link (%)IKEv2 OpenVPN– IKEv1 L2TP PPTP

NordVPN 8,833
OpenVPN∗ 8,833 84.2 - 0.6 - - IKEv2

7,496 (84.9)WireGuard 8,727 85.3 - 0.6 - - IKEv2
NordWhisper 7,300 99.2 - 0.7 - - IKEv2

Surfshark 3,465 WireGuard 3,465 98.0 - 2.4 1.0 - IKEv2 3,445 (99.4)
IPVanish 3,275 WireGuard 3,275 98.5 100.0 1.5 - - OpenVPN– 3,275 (100.0)
Bitdefender VPN 2,995 WireGuard 2,995 98.7 100.0 1.3 - - OpenVPN– 2,995 (100.0)
McAfee Security 2,376 WireGuard 2,376 90.7 94.1 1.2 - - OpenVPN– 2,280 (96.0)

VPN99 1,232

WireGuard 326 97.9 100.0 2.1 - - OpenVPN–

338 (27.4)ShadowSocks 596 54.4 56.0 1.3 0.5 - OpenVPN–

Xray 433 0.5 0.2 - - - IKEv2
OpenVPN∗ 203 - - - - - -

CyberGhost VPN 1,283 WireGuard 1,283 85.3 85.6 0.2 - - OpenVPN–
1,098 (85.6)OpenVPN∗ 185 - - - - - -

ProtonVPN 1,215 WireGuard 1,215 94.2 - 2.5 - - IKEv2 1,175 (96.7)
PureVPN 897 OpenVPN∗ 897 98.1 - 98.7 - - IKEv1 893 (99.6)

Instabridge 336 WireGuard 332 97.9 100.0 2.1 - - OpenVPN–
336 (100.0)ShadowSocks 336 97.9 100.0 2.4 0.9 - OpenVPN–

Zoog VPN 172

WireGuard 170 97.1 - 0.6 92.4 97.1 PPTP

169 (98.3)OpenVPN∗ 172 97.1 - 0.6 92.4 96.5 IKEv2
ShadowSocks 169 97.6 - 0.6 92.9 97.0 IKEv2
Xray 165 98.2 - 0.6 94.5 97.6 IKEv2

VPN Germany 114
WireGuard 90 - 96.7 - - - OpenVPN–

109 (95.6)ShadowSocks 56 - 92.9 - - - OpenVPN–

OpenVPN∗ 4 - - - - - -
Browsec 19 Xray 19 94.7 - - - - IKEv2 18 (94.7)

Total 26,212 23,627 (90.1)

TABLE 5: Strong-Weak coexistence ratios. Percentages indicate the fraction of servers running a given strong protocol
that are simultaneously exposed through the corresponding weak protocol. The Dominant Weak-Link column highlights the
protocol most responsible for infrastructure detectability. Unique Weak-Link indicates the unique number of servers affected
by the weak-link vulnerability. Highlighted in red are rows with a deprecated protocol as the dominant weak-link.

Impact on Obfuscated Protocols. We also find that
censorship-oriented proxy protocols, such as ShadowSocks
and Xray, are affected by the weak-link. For instance,
ShadowSocks is advertised as a “tunnel proxy that helps
you bypass firewalls” [72] and implements silent packet
dropping when facing unauthenticated probes [15]. We find
that 3 out of 4 applications have ShadowSocks running
alongside weak protocols more than 90% of the time. In the
remaining app (VPN99), ShadowSocks servers coexist with
OpenVPN– in 56% of their servers. In the same way, Xray,
documented as “capable of censorship-circumvention” [73],
has an average weak-link of 90% for 2 out of 3 apps. As a
result, these protocols are prone to blocking caused by the
weak-link vulnerability.

Even worse, NordVPN’s proprietary protocol (Nord-
Whisper) is co-deployed with IKEv2 on 99.2% of servers.
This is particularly concerning as this protocol is marketed
to bypass restrictive networks [35]. This highlights that even
top providers like NordVPN overlook infrastructure-level
protocol coexistence, leaving circumvention-oriented proto-
cols vulnerable to the weak-link. The adoption of obfuscated
and proprietary protocols is expected to increase in the
future [74]. Therefore, we caution providers to eliminate any
weak protocols when deploying these obfuscated protocols.

Claims Analysis. These results directly contradict Pro-
tocol Security claims of the VPN providers. For example,
ZoogVPN states that it offers the “fastest and most trusted

VPN protocols”. Yet, we find that it still supports deprecated
protocols, such as PPTP and L2TP, on 98.3% of servers
hosting strong protocols. Similarly, PureVPN’s assurance
that users can “stay secure and flexible with cutting-edge
VPN protocols” is undermined by its deployment of a
deprecated protocol (IKEv1) alongside OpenVPN∗ (98.7%).
These findings underscore the need for greater transparency
regarding VPN providers’ deployment practices and the
protocols used across their infrastructure.

Takeaway: Modern protocols are increasingly adopted,
but are commonly co-hosted with weak, fingerprintable,
or deprecated protocols. In ≈93% of cases, WireGuard
is accompanied by an insecure or discontinued protocol,
making otherwise probe-resistant deployments observ-
able. We encourage VPN providers to isolate strong
protocols in dedicated VPN infrastructure.

5.3. Double-Hop Exposure

We have identified that the weak-link vulnerability is
prevalent across VPN servers. In this subsection, we exam-
ine its impact on double-hop deployments, which provide
multiple privacy and security benefits, including resistance
to censorship environments. We identify that four VPN
providers implement the double-hop routing in their normal
configurations, as shown in Table 6. For Proton VPN, we
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Figure 8: Distribution of strong-weak protocol coexistence.
The number below each strong protocol is the number of
servers vulnerable to the weak-link. Counts are deduplicated
across applications; hence, WireGuard and ShadowSocks
totals are lower than the per-application sums in Table 5,
as VPN99 and Instabridge share servers.

find the entry and exit IPs disclosed in their API endpoint;
therefore, we include all the entry-exit pairs for this app.

Entry Exposure. The detectability rates for entry and
exit nodes are presented in Table 6. For 3 applications, we
observe that entry servers are detectable at substantially
higher rates than exit servers. For example, ProtonVPN
and BitdefenderVPN maintain entry-server detection rates
of 95.63% and 100%, respectively, while the corresponding
detection rates for their exit servers are only 3.4% and 0%.
This suggests that these deployments shield exit nodes from
active probing more effectively than entry nodes. Entry-node
exposure is particularly consequential because clients must
directly connect to the entry server to establish the VPN
tunnel. Therefore, an ISP-level adversary that identifies the
entry server through a weak protocol can block the connec-
tion before traffic reaches the second hop, even when the
corresponding exit node remains probe-resistant. This shows
that protecting the exit node alone does not prevent blocking
when the entry infrastructure remains fingerprintable.

Exit Node Exposure. Surfshark VPN differs from the
other providers in that its exit nodes are also highly de-
tectable, with an exposure rate of approximately 88%. This
result shows that the weak-link vulnerability can expose both
components of a double-hop deployment. While exposure
of the exit node alone does not necessarily affect a user
connecting through the entry node, it becomes relevant when
an adversary can observe or interfere with the entry → exit
or exit → final destination paths. In such cases, exposure of
the exit infrastructure provides an additional point at which
the connection can be identified or disrupted.

We additionally observe strong spatial correlation in
the double-hop deployments: most entry-exit combinations
fall within the same /24 subnet, and in several cases the
offset is a single IP. Such proximity allows an adversary
that identifies an exposed entry server to narrow the search
space for the corresponding exit infrastructure. By probing

Application Entry Exit

Servers Detected (%) Servers Detected (%)

Proton VPN 756 723 (95.63) 2,234 76 (3.40)
NordVPN 50 39 (78.00) 50 0 (0.00)
Surfshark VPN 57 50 (87.72) 59 52 (88.14)
Bitdefender VPN 50 50 (100.00) 50 0 (0.00)

TABLE 6: Entry and exit server detectability rates.

nearby addresses, the adversary can enumerate candidate
exit servers and expand the blocklist beyond the directly
observed entry nodes. Thus, entry-node exposure can indi-
rectly increase the visibility of exit infrastructure when both
are deployed within tightly clustered address ranges.

Adversary Visibility. The impact of node exposure
depends on which part of the connection an adversary can
observe. Protecting the exit server can be effective against
destination-side observers that only see the public exit IP,
such as websites attempting to identify VPN usage. In
contrast, ISP- or nation-level censors can observe the entry
server contacted by the user. Consequently, even when the
exit node is difficult to fingerprint, an exposed entry node
can still enable the connection to be identified and blocked
before traffic reaches the second hop.

Claims Analysis. Some providers advertise double-hop
configurations in the context of restrictive Internet environ-
ments. For instance, NordVPN describes its offering as a
“multi-hop VPN for strict internet regulation,” while Surf-
shark states that “A double VPN lets you enjoy the internet
freely.” These claims motivate evaluating how double-hop
deployments behave when different parts of their infras-
tructure remain fingerprintable. We find that 78% of the
sampled NordVPN entry servers and 87.72% of Surfshark
entry servers are detectable. Because users directly connect
to these entry nodes, their exposure provides censors with
a practical blocking point even when the corresponding exit
infrastructure is less visible.

Takeaway: Four popular VPN applications deploy
double-hop routing by default, yet in all cases, entry
servers are still vulnerable. Because clients must directly
connect to these servers, entry-node exposure provides
censors with a practical point for identifying and block-
ing the connection. For one provider, the weak-link
vulnerability can also reveal the exit servers when ad-
versaries have visibility beyond the client-to-entry path.

6. Case Studies

Our results demonstrate the prevalence of the weak-link
vulnerability among popular VPN applications. However,
we ask the following question: Can a censor abuse the
weak-link vulnerability to cause a large-scale disruption of
VPN infrastructures, including non-vulnerable servers? In
this section, we show how the weak-link vulnerability can be
abused by an adversary to identify patterns from vulnerable
infrastructures and leverage them to discover and potentially
block probe-resistant servers.
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6.1. Methodology

We investigate how a censor can leverage weak-link-
vulnerable servers to uncover a VPN provider’s broader
infrastructure, including servers that resist active probing.
A key challenge for the censor is its limited visibility into
VPN infrastructure. However, as demonstrated in our previ-
ous analysis, the coexistence of strong and weak protocols
provides an alternative discovery mechanism. By actively
probing fingerprintable protocols, a censor can identify an
initial set of vulnerable VPN servers without requiring ac-
cess to the provider’s internal infrastructure or application-
specific information. We examine how publicly observable
metadata associated with these servers can reveal shared
infrastructural patterns, allowing the censor to expand its
discovery beyond directly fingerprintable endpoints. Fig-
ure 9 illustrates this process.

Step 1: Metadata Collection. The censor starts with a
set of weak-link VPN servers previously discovered through
active probing. These servers provide an initial foothold for
identifying the broader VPN infrastructure without requir-
ing access to application-specific APIs or server lists. The
censor then collects publicly observable network metadata
from these servers, including domain names, reverse DNS
records, and TLS certificates from additional open services.

Step 2: Pattern Identification. Next, the censor an-
alyzes the collected metadata to identify common infras-
tructural patterns. For example, servers may share nam-
ing conventions such as node1.examplevpn.com and
node2.examplevpn.com, allowing the censor to derive
a wildcard-based pattern such as *.examplevpn.com.
Notably, these patterns can be identified from a limited set of
vulnerable servers (e.g., two IP addresses), without requiring
previous knowledge of the provider’s infrastructure.

Step 3: Pattern-Based Blocking. Finally, the censor
leverages the identified patterns to expand its visibility into
the provider’s infrastructure. By collecting and analyzing
the same types of metadata (e.g., DNS records and TLS
certificates) from additional servers, the censor can identify
additional VPN infrastructure sharing the same patterns,
including VPN servers that exclusively host probe-resistant
protocols. Consequently, the censor can expand its block-
list beyond weak-link servers, potentially disrupting VPN
connections that would otherwise resist active probing.

Experimental Validation. To demonstrate the feasibility
of this approach, we investigate whether metadata asso-
ciated with a partial set of weak-link-vulnerable servers
can expose a VPN provider’s broader infrastructure. We
manually establish VPN connections using strong protocols
(e.g., WireGuard) to obtain initial server IP addresses and
scan them on Censys to verify they are affected by the weak-
link. Next, we examine their publicly observable metadata,
including domain names and TLS certificates from addi-
tional open services. We then identify naming patterns and
construct wildcard-based queries, which are submitted to
Censys to enumerate additional endpoints sharing the same
infrastructural identifiers.

Prober
Weak-Link Servers

Probe-resistant 
Servers

 Metadata Collection

Pattern
Identification

Block List

Example Metadata:

DNS/rDNS Records
TLS Certificates

(e.g.,node1.example.com)

VPN Provider

Pattern-based
Blocking

Censor

(e.g.,*.example.com)

Figure 9: Pattern-based infrastructure blocking enabled by
the weak-link vulnerability. A censor first probes weak-link
servers and collects externally visible metadata, such as
DNS/rDNS records and TLS certificates. The censor then
extracts provider-specific patterns from this metadata and
uses them to expand a blocklist, allowing both weak-link
and otherwise probe-resistant servers belonging to the same
VPN provider to be identified and potentially blocked.

We emphasize that these manual connections are part
of our experimental setup and are not a capability assumed
for the censor. From the adversary’s perspective, the initial
weak-link servers are obtained through active probing of
weak protocols, as described above. Once these servers are
identified, the subsequent steps rely exclusively on publicly
observable network metadata, including information from
additional open services. We examine whether the resulting
patterns expose additional servers that are not directly fin-
gerprintable, demonstrating how a partial set of vulnerable
endpoints can reveal a provider’s broader infrastructure.

6.2. Findings

To demonstrate our findings in practice, we investigate
three additional popular VPN applications from the initial
app corpus (which were initially filtered) that offer strong
protocols. We summarize our case studies’ results in Table 7.

TunnelBear. We identify the naming pattern
*.lazerpenguin.com from reverse DNS records,
which reveals a total of 16K hosts, of which 7.9K
(49.38%) are identified as VPN infrastructure. Strikingly,
the remaining 8.1K servers (50.63%) are not directly
identified through open VPN services, yet share the same
infrastructural identifiers. Consequently, these servers
can also be impacted by blocking based on the patterns
identified from the initial weak-link servers.

Interestingly, we find that TunnelBear shares IPs with
our McAfee dataset, as both services are managed by the
same parent organization [75]. However, this shared in-
frastructure is not disclosed by either app. Consequently,
any weak-link introduced by one provider can potentially
endanger not only its own users but those of the other
application as well. Collectively, TunnelBear and McAfee
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Application Infrastructural Pattern Relevant
Metadata

Detected

Total PR

VyprVPN *.vyprvpn.com Reverse DNS 108 28
Norton VPN *.gen-vpn.com SAN in TLS 3.9K 2.2K
TunnelBear *.lazerpenguin.com Reverse DNS 16K 8.1K

TABLE 7: Detection summary for case studies. For each
app, we note the pattern found in network metadata and the
size of their infrastructure. The Total and PR columns show
the number of servers discovered and the probe-resistant
ones among them, respectively.

have over 60 million installations, highlighting the potential
real-world impact of shared infrastructure.

Norton VPN. We identify a pattern in the Subject Alter-
native Name (SAN) of a TLS certificate for an HTTP service
on the server: *.gen-vpn.com. The query enumerates
3.9K servers, of which 1.7K (43.59%) are identified as VPN
infrastructure. Notably, the remaining 2.2K servers (56.41%)
share the same certificate-based identifier but are not directly
identified through weak VPN services. Therefore, a censor
leveraging this pattern can extend its blocklist to additional
servers that would otherwise remain difficult to discover
through protocol-specific probing.

VyprVPN. The reverse DNS resolution reveals the fol-
lowing pattern in the domain name: *.vyprvpn.com. We
then query this pattern on Censys and find a total of 108
hosts, 80 (74.07%) of which are labeled as VPNs, while
the remaining 28 are not directly identified through VPN
fingerprinting. Consequently, a censor leveraging this pattern
can expand its blocklist beyond the 80 directly identifiable
servers, potentially affecting the additional 28 hosts that
share the same infrastructural identifiers.

Takeaway: We show how the weak-link vulnerability
can be abused to expand infrastructure discovery be-
yond directly fingerprintable VPN servers. By identify-
ing common patterns in publicly observable metadata,
censors can potentially discover and block additional
servers, including those hosting probe-resistant protocols.

7. Discussion

Recommendations. We recommend that VPN providers
remove weak VPN protocols from their infrastructure. While
we acknowledge that some providers continue to support
weak protocols for compatibility and flexibility, we argue
that strong protocols can now satisfy the vast majority of
these use cases without exposing users to unnecessary risk.

In cases where complete removal is not feasible due
to operational constraints, such as backward compatibility
requirements, we recommend isolating strong protocols with
dedicated infrastructure. This approach allows providers to
continue supporting outdated client versions while prevent-
ing weak protocols from undermining the censorship resis-
tance of infrastructure serving up-to-date users.

Additionally, providers deploying double-hop for
restrictive-network environments should ensure that entry
servers resist fingerprinting, since these are the endpoints
directly contacted by users. Exit-node protection remains
relevant when adversaries can observe or interfere with
later segments of the communication path, but its blocking
implications depend on the adversary’s network visibility.

Real Impact. Our impact goes beyond the 13 investi-
gated VPN applications, reflecting an ecosystem-level risk.
The application of our findings, exhibited through case
studies, reinforces the ability of the weak-link vulnerability
to affect servers that are thought to be secure. The patterns
within their infrastructural attributes and external artifacts
(e.g., DNS patterns or TLS certificates) further show that
the weak-link problem is not confined to the studied apps.

Server Overfetching & API Security. Our methodol-
ogy highlights that VPN backend APIs should be treated as
critical infrastructure, particularly when applications over-
fetch comprehensive server inventories. While prior work
has shown that adversaries can collect VPN server IPs
through repeated connect/disconnect cycles [76], our results
demonstrate that API reversing and request simulation can
expose complete server lists at substantially greater scale.
In our dataset, multiple applications exposed server-list end-
points without authentication, while others relied on weak
authentication practices, such as long-lived bearer tokens or
incomplete revocation after subscription expiration.

We recommend that providers follow least-privilege
principles in server discovery by exposing only location
metadata required for UI population and retrieving protocol-
specific details (e.g., IPs, ports, and configurations) only
when a connection is initiated. Additionally, providers
should enforce strong authentication and authorization, bind
tokens to user state or device sessions, implement short
token lifetimes and reliable revocation, and deploy rate-
limiting and abuse monitoring. Although an additional en-
cryption layer over TLS can increase the cost of large-
scale replication and enumeration, it should complement—
not replace—secure API access controls.

Limitations. This study faced several limitations: First,
our app corpus is restricted by accessibility. Some VPNs
require payment before exposing the infrastructure data
needed for analysis, and some implement strong anti-
analysis measures. Second, some VPN providers respond
with encrypted response payloads over already TLS-
encrypted sessions. A longitudinal collection in those cases
would require app-specific cryptographic re-implementation,
which is beyond our scope. Third, the methodology is
difficult to scale across a much larger number of applications
because accurate API reversing remains labor-intensive. Fi-
nally, our measurements represent a lower bound of the
weak-link vulnerability’s prevalence, as Censys may fail to
identify fingerprintable VPN protocols running on certain
ports. Additionally, VPN providers not included in our study
may exhibit similar co-deployment practices, potentially
extending the prevalence of this vulnerability across the
VPN ecosystem.

Responsible Disclosure. To improve the security pos-
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ture of the commercial VPN ecosystem, we responsibly dis-
closed our findings to all 13 affected VPN providers. At this
time, two providers acknowledged our recommendations.
We will follow up with them to provide validation of fixes.

8. Related Work

VPN, Proxy, and Tor Fingerprinting. Censors and
circumventors have been engaged in an ongoing arms race.
Initially, many studies focused on the conflict between the
Great Firewall and Tor [16], [17], [77]. Later, censors
began blocking other circumvention tools, such as obfus-
cated proxy protocols, which were designed to provide
lightweight solutions against these restrictions [15], [19],
[78]. Frolov et al. [19] examined the feasibility of censors
detecting probe-resistant proxies, such as obfs4, Lampshade,
and Shadowsocks. They identified distinctive TCP behaviors
in probe-resistant proxies, including connection termination
and timeout patterns, that enable fingerprinting through a
small number of active probes. Alice et al. [15] unveiled
how the Great Firewall detects and blocks Shadowsocks
through active probing and traffic analysis techniques while
also suggesting defenses against them. Subsequently, devel-
opers introduced Shadowsocks 2022, which mitigates these
detection methods [79].

With the rise of VPNs as circumvention tools, vari-
ous studies have focused on identifying VPN servers and
connections [28]. Xue et al. [18] analyzed how OpenVPN
remains vulnerable to fingerprinting by censors in real-
world deployments. They concluded that OpenVPN, under
most configurations, remained feasible to fingerprint even
for small ISPs. Rajore et al. [76] extended this line of work
to WireGuard, IKEv2, and proprietary VPN protocols across
seven commercial VPN providers, identifying patterns for
detection and obfuscation implemented by other protocols.

Prior work has also focused on identifying VPN traf-
fic through passive analysis [25], [80]. For example,
Wang et al. [81] proposed VPNCHECKER, which detects
VPN servers through graph-represented behaviors and de-
ployed it in an ISP setting. While most prior work has fo-
cused on finding protocol-specific patterns for fingerprinting,
we demonstrate how censors can effectively block servers
without requiring sophisticated probes. We show that iden-
tifying at least one weak protocol is sufficient for a censor
to block an entire server and affect strong protocols.

VPN Security. Since VPNs make users transfer trust
from their ISP to their VPN provider, many works have
examined the security implications of this trust model [56],
[67], [82], [83]. Ramesh et al. [82] presented VPNALYZER
and performed a large-scale audit, finding that desktop VPNs
exhibit various misconfigurations that could lead to traffic
leaks. Wang et al. [67] extended this direction to mobile
applications with MVPNALYZER and identified similar be-
havior in Android apps, highlighting the lack of obfuscation
in VPN connections. These studies emphasize the need for
strong configurations to guarantee security promises.

Other studies have focused on identifying infrastructure-
wide vulnerabilities [84]–[87]. For example, Mixon-

Baca et al. [84] introduced the port shadow attack, in which
attackers could exploit internal routing rules to hijack user
traffic. However, these works overlook infrastructure-level
inconsistencies. Our work shows that providers introduce
an infrastructure-wide vulnerability by deploying strong and
weak protocols on the same servers.

9. Conclusion

In this work, we show that the weak-link vulnerability
is an ecosystem-wide issue: thousands of VPN servers co-
deploy weak and secure protocols within the same infras-
tructure. We design a data collection pipeline to measure
the prevalence of this vulnerability and identify deploy-
ment practices that expose servers hosting probe-resistant
protocols. We also assess the practicality of leveraging our
findings to impact otherwise probe-resistant servers. Users
worldwide rely on VPNs to circumvent censorship. Yet, the
ease with which many “obfuscated” deployments remain de-
tectable by censors raises serious concerns. We recommend
that VPN providers discontinue weak protocols or isolate
them from servers hosting stronger options.
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Appendix A.
Open Science

The scripts used to collect the ground-truth VPN server
information are kept private and made available to re-
searchers upon request. Publicly releasing these scripts could
enable the identification and fingerprinting of probe-resistant
VPN servers, potentially putting at risk the very users this
work aims to protect.

Appendix B.
Research Ethics Considerations

This work identifies deployment weaknesses in com-
mercial VPN infrastructure that could enable adversaries to
fingerprint and block VPN servers. Because these findings
involve vulnerabilities in deployed systems, we treated the
work as security research with potential dual-use implica-
tions. We responsibly disclosed our findings and recom-
mendations to the affected VPN providers so they could
evaluate and remediate the issue. In accordance with the
conference’s vulnerability-disclosure expectations, we do
not include provider-specific exploit automation, complete
enumeration scripts, authentication material, or other arti-
facts that would directly enable third parties to reproduce
large-scale infrastructure discovery while providers are still
addressing the issue.

Our study did not involve human subjects research.
We did not recruit users, interact with VPN users, mon-
itor user traffic, collect user communications, or access
any user accounts, credentials, browsing activity, subscriber
records, or other personally identifiable information. All
measurements were performed using researcher-controlled
devices, researcher-controlled VPN client installations, pub-
licly observable service metadata, and server information
exposed to the official VPN clients. Our analysis focused on
infrastructure-level deployment properties rather than user
behavior or user data.

We also took steps to minimize harm to live systems.
Our experiments were limited to read-only client-side re-
quests that replicated the normal behavior of VPN appli-
cations when retrieving server configuration data. We did
not attempt to compromise backend systems, modify server

state, access confidential backend resources, exploit VPN
servers, disrupt VPN tunnels, or interfere with normal VPN
service operation. To avoid unnecessary load on provider
infrastructure, our automated collection scripts introduced
5-second delays between requests in accordance with prior
research. The purpose of these requests was to observe
server metadata exposed to VPN clients, not to stress or
attack provider backend services.

We weighed the risks of disclosure against the benefits
of informing providers and the research community about
a systemic weakness that affects censorship-circumvention
guarantees. We believe the public benefit of documenting the
vulnerability and recommending mitigations outweighs the
residual risk, particularly given our responsible disclosure
process and our decision to withhold operationally sensitive
scripts.

17



Appendix C.
Meta-Review

The following meta-review was prepared by the program
committee for the 2027 IEEE Symposium on Security and
Privacy (S&P) as part of the review process as detailed in
the call for papers.

C.1. Summary

This paper examines the issue of VPN servers hosting
both protocols that resist detection by probing and those
that are vulnerable to it. If a VPN server hosts both probe-
resistant and probe-vulnerable protocols, then it can be
discovered by its vulnerable protocols (making it susceptible
to blocking by a censor). Through a series of measurements,
the paper shows that protocol coexistence is common across
VPN servers scanned by Censys.

C.2. Scientific Contributions

• Identifies an Impactful Vulnerability
• Provides a Valuable Step Forward in an Established

Field
• Establishes a New Research Direction

C.3. Reasons for Acceptance

1) Identifies an Impactful Vulnerability, Provides a Valu-
able Step Forward in an Established Field, Establishes
a New Research Direction: The central finding of this
paper is a vulnerability leading to the discoverability
of otherwise-hidden VPN servers. Of the VPN service
providers examined in this paper, all but one had at
least 84% of their servers vulnerable to discovery. Prior
work has shown that anti-censorship bridge relays in
the Tor anonymity network can be detected by the same
vulnerability, but this work is the first to show impact
on VPNs.
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